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This document is for first year students taking TICT-AAI-GP, the project-based class on online retailing and
recommendation engines and describes how the k-nearest neighbor technique can turn profiling data into a
product recommendation. Skeleton files for the webpy webshop can be found on my homepage, and actual
profiling and purchase behavior provided by a commercial third party are available on the course page.

1 Introduction

In order to sell more products and to remain profitable, online retailers like Amazon and Walmart want to
suggest products that resonate well with their customers. One approach in suggesting products is based on
the insight that persons with similar profiles are interested in similar products. For example, people with an
interest in premium car products and child safety seats that are currently browsing maternity products, might
be likely to purchase prefabricated baby food, while customers with an interest in cooking and house-care
products that are similarly browsing maternity products, might be more likely to purchase food processors
suitable for making baby food at home.

In practice there are too many categories of products and too many different profile attributes to manually
investigate correlations between interests and purchase behavior, and automated methods are required to
make recommendations. On an abstract level, it is not clear which quality a recommendation should optimize
for, with some options being

• Products that are most profitable, considering current stock and shipping costs, or
• products that are likely purchased again or provide good customer satisfaction, or
• products that are most or longest browsed for, or
• products that are most likely to be purchased, or
• products that can be delivered quickest, or
• a combination of the above.

Similarly it is not clear which customer data should be used to create customer profiles, and how different
measurements weigh in profiling the customer. For some problems in recommending products, a strategic
decision is required, while in others A/B testing is used to evaluate the best approach.

The purpose of this introduction is to highlight some of the practical challenges faced by online retailers.
In practice, two teams implementing the same recommendation algorithm and operating from a similar
dataset can obtain wildly different results, because different teams can take different approaches in how to
apply and sanitize their data and evaluate their design choices.

In addition to making product recommendations, overall profitability in online retailing also depends on
website design, targeted online advertisement, shipping logistics, customer momentum and overall economic
welfare.

2 Grading

In this exercise you will work as a team to develop the best possible recommendation engine for an online
webshop. In addition to this document, you have access to a skeleton framework for an online webshop and
profiling and purchasing behavior sourced from a commercial retailer.

Some areas for you to consider
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Analysis Which profiling methods and which algorithms can best predict customer behavior?

Backend Before you can make a recommendation, data needs to be collected. Collected data needs to be
processed into recommendations. How will you automate this process?

Frontend User interaction and website design.

A contribution consists of a technical implementation and analysis. For example, if you develop several
methods of processing user profiles, and several approaches in recommending products, then only describing
and implementing these methods is not sufficient, you should also come up with a method to measure the
effectiveness of your approach.

3 k-nearest neighbours

Consider for N customers a profile vector Vi over the featurespace, and purchase vector Pi for 0 ≤ i ≤ N
and cut-off bound k ≤ 1. Then for the j-th customer the distance di(j) to the j-th customer, where i 6= j,
is computed as

Si(j) =
‖V T

i Vj‖22
‖Vi‖2‖Vj‖2

(1)

and the vector of recommended products Rj is computed as

Rj =
1

Qj

∑
i∈K(j)

1

|Si(j)− 1|
Pi (2)

Qj =
∑

i∈K(j)

1

|Si(j)− 1|
(3)

where K(j) is the set of k nearest neighbors of j by distance and Qj is a normalization term.

3.1 Example k-nearest neighbours

Suppose for N = 10 customers we score their age, wealth and impulsiveness on a scale of 20− 100, and the
following data is obtained, sorted by age

V =



24 50 20
25 20 70
25 30 50
28 60 30
32 20 40
38 30 80
41 20 70
45 50 20
46 40 20
47 60 70


(4)

The squared sum for the customers is computed as ‖V0‖22 = 242 + 502 + 202, resulting in

‖V0‖22 = 3476 ‖V5‖22 = 8744 (5)

‖V1‖22 = 5925 ‖V6‖22 = 6981 (6)

‖V2‖22 = 4025 ‖V7‖22 = 4925 (7)

‖V3‖22 = 5284 ‖V8‖22 = 4116 (8)

‖V4‖22 = 3024 ‖V9‖22 = 10709 (9)
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We now compute the distances between the 0-th customer and the other customers:

S1(0) =
3000

4538
= .661 S6(0) =

3384

4926
= .687 (10)

S2(0) =
3100

3740
= .829 S7(0) =

3980

4137
= .962 (11)

S3(0) =
4272

4285
= .997 S8(0) =

3504

3782
= .926 (12)

S4(0) =
2568

3242
= .792 S9(0) =

5528

6101
= .906 (13)

S5(0) =
4012

5513
= .728 (14)

Based on these scores, we find the k = 3 nearest neighbours of the 0-th customer, these being the 3-th, 7-th
and 8-th customers. Note that by the definition, the distance to oneself is exactly one, because

S0(0) =
‖V T

0 V0‖22
‖V0‖2‖V0‖2

= 1 (15)

and so we are selecting here the customers with distances closest to 1.
In effect, the algorithm has selected customers 3, 7 and 8 to be most ‘similar’ to the 0-th customer. The

vector of recommended products is found as

Rj =
1

Qj

(
P3

|S3(0)− 1|
+

P7

|S7(0)− 1|
+

P8

|S8(0)− 1|

)
(16)

Qj =
1

|S3(0)− 1|
+

1

|S7(0)− 1|
+

1

|S8(0)− 1|
(17)

Given the closeness of customer 3 to customer 0, the algorithm gives nearly full weight to the buying
preferences of customer 3.

3.2 Discussion

The k-nearest neighbour method is sensitive in the value for k, so this value should be calibrated on the
available data. For a k that is too high, the recommendations may not be relevant as the profiles differ too
much. The weights given in eqn. 2. can alternatively be taken equal to 1, so that each vector of purchased
products is weighted equally.
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